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ABSTRACT

In today's technology, high-speed links play an important role, enabling 

faster, cheaper, and more reliable data communications. Data converters, present in 

some form in almost all modern high-speed links, are a key to performing equalization 

- the process of compensating bandwidth limitations of the communication channel. In 

particular, baud-rate ADCs at the receiver front ends can enable easily-scalable digital 

implementations of various equalization schemes, such as feed-forward equalization 

(FFE), decision-feedback equalization (DFE), and even maximum-likelihood sequence 

estimation (MLSE). However, power limitations of on-chip high-speed link receivers 

make front-end ADC design very challenging. Therefore, in this work we pay special 

attention to power efficiency of the ADCs and not only to their performance. This 

leads us to the idea of heavily interleaving very simple and efficient ADCs to obtain 

high aggregate conversion rates.

We choose a single-slope ADC as a candidate for interleaving because 

of its simplicity, linearity, low-power operation, small area, and small input 

capacitance. This choice is nevertheless unusual because of single-slope's reputation 

for long conversion time, normally taking 2Nbits time steps, where Nbits is the ADC 

resolution. However, because PLLs and/or DLLs in high-speed links normally 

generate very fine time steps, the conversion rates of single-slope ADCs for relatively 

low resolution can be pushed to Gsps range. We demonstrate the suitability of single-

slope ADCs for high-speed low-power operation with a proof-of-concept design in the 

high-speed 45nm TI CMOS technology. In simulation, the ADC was capable of 4.5bit 

1.6Gsps or 5.5bit 0.8Gsps operation while consuming 3mW of power from a 1V 

supply.
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The prototype was, however, fabricated without redesign in a different, 

low-leakage, variant of 45nm technology. Due to differences in device characteristics, 

the chip operated at only 800MHz in a 4.5-bit mode and at 400MHz in a 5.5-bit mode 

while consuming 4mW from a 1.2V supply. Nevertheless, it lays groundwork for 

simple high-speed low-power ADCs based on a single-slope architecture.
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CHAPTER 1. INTRODUCTION

Most modern digital systems consist of multiple integrated circuits 

(ICs), which need to communicate with each other. As the processing speed of each IC 

increases, it demands higher and higher input/output (I/O) bandwidth. The term high-

speed link refers to both the physical channel and the I/O circuits that aim to support 

this ever-increasing need for bandwidth. To keep up, high-speed links are forced to 

both employ more parallel channels and increase the data rate in each channel. 

Although communicating digital 0s and 1s, especially over wires, may 

seem trivial, at high frequencies, it becomes more complex. The resistive and 

dielectric losses in wires increase at high frequencies, resulting in distorted digital 

signals and presenting constant new challenges to link design as data rates increase. 

Significant effort goes into developing better communication channels, ranging from 

more advanced printed circuit boards, IC packages, and connectors to optical, 

capacitive, inductive, and radio-frequency (RF) interconnects. Meanwhile, most high-

speed links today have to resort to multiple signal processing techniques to overcome 

the bandwidth limitations of existing channels.

Basic signal processing tasks, such as continuous-time equalization, 

finite-impulse response filtering, and decision-feedback equalization can be efficiently 

performed with analog circuits. However, as the complexity of filters increases to 

compensate for channel losses at higher and higher frequencies, exploiting the benefits 

of digital scaling by moving signal processing to digital domain becomes an 

interesting alternative. To accomplish this in a link receiver, an analog signal from the 

channel needs to be digitized first, requiring a high-speed analog-to-digital converter 

(ADC). 
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It is possible to use conventional ADC architectures, such as FLASH or 

interleaved pipeline or successive-approximation ADCs, for the link receiver front-

ends. Unfortunately, neither of these ADCs is very efficient for the range of resolution 

and conversion rates typically needed for high-end link receivers. Therefore, in this 

work, we attempt to find a different ADC architecture that would directly exploit the

specificity of a high-speed link environment to provide much better power- and area-

efficiency. In particular, the availability of precise and very fine timing references 

present in high-speed links hints at better exploiting the time dimension. To this end, 

we propose an interleaved single-slope ADC that can be thought of as a time-domain 

equivalent of FLASH, only with smaller input capacitance, good intrinsic linearity, 

and low power consumption. With this example, we hope to demonstrate that the 

advantages of developing novel circuits, possibly very unconventional, but with their 

architecture driven by the specific needs of the overall system, can far outweigh 

additional difficulties and risks associated with the development.

1.1. ORGANIZATION

To understand the application space for ADCs, we first review the 

basic concepts of high-speed link systems in Chapter 2. In particular, we focus on 

equalizers – circuits that enable high-speed data transmission through a band-limited 

channel by compensating its non-uniform frequency response. Although equalizers 

have been traditionally implemented as analog or semi-digital circuits, digital scaling 

has motivated the exploration of fully-digital equalizers. However, to interface digital 

equalizers in a link receiver with an analog channel, a baud-rate analog-to-digital 

converter (ADC) is needed. 

In Chapter 3 and Chapter 4, we address the task of designing ADCs for 

high-speed link receivers. In Chapter 3, we outline the strengths and limitations of 

conventional high-speed ADC architectures, such as FLASH and interleaved 
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successive-approximation and pipeline ADCs. We show that neither of these 

architectures completely addresses the needs of a front-end ADC in high-speed link 

receivers. Therefore, in Chapter 4, we propose an interleaved single-slope ADC 

topology that, for several reasons, promises to become a more suitable choice for this 

application. We focus on the development of an individual high-speed single-slope 

ADC and describe a test chip designed in a 45nm TI CMOS technology to verify this 

rather unusual concept. 

In Chapter 5, we summarize our work and outline opportunities for 

future research in the area.



CHAPTER 2. HIGH-SPEED LINK SYSTEMS:  AN 

OVERVIEW

A typical high-speed link system consists of 3 basic components: a 

serializing transmitter, a communication channel, and a deserializing receiver, as 

shown on the block diagram in Figure 1. 

Figure 1. Block diagram of a high-speed link

The transmitter usually includes a multiplexer that converts parallel 

data into serial stream, a line driver that send data bits through the physical channel, 

and a clock source, usually implemented as a phase-locked loop (PLL). 

The receiver decides which discrete digital value has most likely been 

transmitted. The decision device is usually referred to as slicer or comparator. Then 

the serial data stream is usually demultiplexed into parallel word, more naturally 

suited for data processing. If no explicit clock signal is sent along with the data, a 



Chapter 2. High-speed Link Systems:  An Overview 5

clock and data recovery (CDR) block is needed to derive the timing information 

from data transitions. 

The communication channel, generally speaking, is the medium 

through which information is transmitted. In this work, we focus on chip-to-chip 

interconnects that normally use copper traces on a printed circuit board (PCB) as 

communication channels. The chips are often located on different PCBs, linked with 

each other through connectors. One very important example of such setup is an 

Internet router, where multiple daughter boards (switch card and line cards) are 

connected with each other through a long motherboard (backplane), as shown in 

Figure 2. Line cards accept external network connections, while the switch card 

provides the routing between these connections. High-speed links are necessary for 

high-throughput data exchanges between these line cards and the switch card. 

Figure 2. Signal path and channel components in a typical backplane system

Most issues in the design of high-speed links stem from the fact that, 

over a sufficiently large range of frequencies, even such relatively short wireline 
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channel presents a highly non-uniform frequency response. Apart from parasitic RLC 

elements in a chip package itself, the non-uniform frequency response is due primarily 

to three effects: skin effect, dielectric loss, and reflections. Skin-effect is the tendency 

of an AC current to crowd toward the surface of the conductor due to eddy currents.

Since higher-frequency currents flow through a smaller cross-section than the lower-

frequency currents, the effective resistance increases with frequency. 

Dielectric loss is electric energy lost to heat due to movement or 

rotation of the atoms or molecules in a dielectric subjected to a varying electric field. 

Dielectric loss increases linearly with frequency, with a coefficient of proportionality 

depending on the dielectric material. The property of a material that specifies 

dielectric loss is called loss tangent, tan δ. The type of material most commonly used 

for making PCBs is FR4 (abbreviation for flame-retardant 4), which has a relatively 

poor (high) loss tangent. Although better materials, such as NELCO and Rogers, 

recently became available, FR4 still dominates the high-speed PCB scene, both 

because it is inexpensive, and because it is used in most legacy backplanes.

Reflections occur whenever a signal encounters a discontinuity in the 

channel. Apart from further attenuating a signal, multiple back-and-forth reflections 

produce resonances at certain frequencies (large dips in a frequency response). There 

are several potential sources of discontinuity: vias (metal-plated holes that connect 

layers of the board), board-to-board connectors, chip packages, and imperfect 

terminations. Vias produce especially unpleasant resonances if they have a “dead-end” 

- via stub, shown in zoomed-in portion of Figure 2. Although a via stub can be 

partially removed by counterboring, it adds to the price of the PCB. Similarly, the 

other sources of discontinuities can be minimized, but at an expense of redesign and 

price increase of the overall system. 

This has forced link designers to advance signaling techniques that 

work even with legacy backplanes, whose representative frequency responses are 



Chapter 2. High-speed Link Systems:  An Overview 7

shown in Figure 3. The general high-frequency roll-off is due to skin effect and 

dielectric loss. Note that the roll-off is steeper for longer backplane traces. The dips in 

the frequency response are most likely caused by various discontinuities, with the 

largest dips caused by the via stub.

Figure 3. Frequency responses of several realistic backplane channels [15]

An alternative convenient way to describe a channel is by its pulse 

response in time domain. A pulse response of the channel is its output resulting from 

an isolated single-bit pulse (…0001000…) at its input. A general low-pass nature of 

most channels suggests that they cannot instantaneously respond to infinitely sharp 

edges of a pulse, delaying and dispersing it, as shown in Figure 4. When such pulse 

response is sampled at bit times, the largest sample is called the cursor; the samples 

before the cursor are called pre-cursors, and the samples after the cursors are called 
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post-cursors. Pre-cursors interfere with previously sent bits, while post-cursors 

interfere with the following bits. To cancel such inter-symbol interference, most 

modern links use equalization. An equalizer provides an inverse channel response 

such that the overall frequency response is flat over the bandwidth of interest.

       

Figure 4. Pulse dispersion and inter-symbol interference

Equalization is an important application space for digital-to-analog and 

analog-to-digital converters. Equalizer implementations fall into 3 general categories: 

analog, semi-digital, and digital. As we shall see, this classification is somewhat 

oversimplified, because most “analog” equalizers incorporate some digital adjustment, 

while all “digital” equalizers require ADCs and DACs to interface digital processors 
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with analog channels. In fact, most equalizers operate on both analog and digital 

signals, so ADCs and DACs are needed to perform the conversion between the two 

domains. It is mainly equalizers that drive the development of data converters in high-

speed links. To understand how ADCs can be optimized for this purpose, let us 

describe a few most common equalization techniques used in high-speed links.

2.1. LINEAR EQUALIZATION

The simplest equalizer type is a linear filter that provides a high-

frequency boost to counteract the channel attenuation, as shown in Figure 5. Such a

linear equalizer can be placed on the transmitter (transmit pre-emphasis) or receiver 

side, can be implemented in continuous or sampled time, and in analog or digital 

voltage domains. Table 1 summarizes some common choices.
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Figure 5. Linear equalization: frequency domain

Transmit side

 channel response 
unknown (need back-
channel for adaptation)

 digital data known

Receive side

 channel response can be 
measured

 digital data unknown

Analog voltage Digital voltage Analog voltage Digital voltage

Continuous 
time

Analog filter 
with 1 or more 
diff. pairs

Discrete 
time

Filter in digital 
domain (usually 
1 or more 
LUTs) + DAC

Semi-digital 
FIR (finite 
impulse 
response) filter 
with digital 
delay elements, 
taps set by 
DACs, and 
addition in 
analog domain

Semi-digital 
filter with 
analog delay 
elements, taps 
set by DACs, 
and addition in 
analog domain

ADC + digital 
filter

Table 1. Summary of common linear equalizer options
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In continuous time and voltage domains, high-speed equalizers are 

typically implemented using differential pairs with adjustable frequency response [3]-

[12]. In the simplest case [3], a source-degenerated differential amplifier with 

degeneration resistor shunted out at high frequencies provides a single-zero 

(+6dB/decade) boost at these frequencies, as shown in Figure 6. A more sophisticated 

design in [9] replaces a simple differential pair with a Cherry-Hooper amplifier for 

higher bandwidth. More degrees of freedom in terms of shaping of frequency response 

can be realized with multiple filter elements, either in series or in parallel.

Figure 6. Zero-peaked equalizer

An equalizer is adapted to the characteristic of the channel either 

manually or, more often, automatically. The adjustment is carried out by changing R

and/or C, often by means of simple digital-to-analog converters (DACs).

But the equalizers that make heavy use of data converters are the 

discrete-time equalizers. Figure 7 illustrates such topologies. Out of these topologies, 

the transmit FIR equalizer, shown in Figure 7(b), is most common, although it requires 

communications from the receiver (that can estimate channel characteristics) back to 

the transmitter for adapting the filter to the actual channel. Placing a FIR equalizer at 

the receiver does not require a back-channel for adaptation, but uses an analog delay 
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line that is much harder to implement than its digital equivalent. Finally, digital filters 

either at the transmitter or the receiver require a high-speed DAC or ADC as well 

digital processing hardware. Although, as we show later, these approaches might be 

advantageous for a large number of filter taps, they are less efficient than a semi-

digital FIR filter when just a few taps are needed.

Figure 7. Discrete-time equalizers: (a) Digital transmit equalizer, (b) semi-digital FIR 
transmit equalizer, (c) semi-digital FIR receive equalizer, and (d) digital receive 
equalizer

2.2. DECISION-FEEDBACK EQUALIZATION
All linear equalizers suffer from another problem. Ideally, an equalizer 

placed at the transmitter would boost a signal at high frequencies leaving low-

frequency content intact. However, due to limited voltage swing of the channel driver, 

the filter is forced to attenuate lower frequencies rather than amplify higher 

frequencies, reducing the total signal energy and, thus, the signal-to-noise ratio (SNR). 

On the other hand, an equalizer placed at the receiver amplifies high-frequency noise 

along with the signal, again degrading the SNR. 



Chapter 2. High-speed Link Systems:  An Overview 13

To circumvent such noise amplification problem, non-linear equalizers 

can be used. The simplest, efficient, and thus most common non-linear equalizer used 

in high-speed link receivers is a decision-feedback equalizer (DFE), depicted in 

Figure 8 for a 4-tap example. Assuming that the 4 previous bits were detected 

correctly, DFE subtracts their influence from the currently received analog input 

voltage, thus cancelling their post-cursor ISI. Note that DFE cannot cancel pre-cursor 

ISI, because the cursor bit has not been sliced yet.

Figure 8. Decision-feedback equalizer on the receiver side

Nevertheless, DFE is very useful, because due to its non-linear nature 

(it contains a comparator), it does not amplify high-frequency noise from the channel. 

It is susceptible to error propagation, however, meaning that if a bit has been 

incorrectly detected, its ISI will not be corrected properly, leading to error propagating 

to the current bit. While this may cause chains of errors in low-SNR channels (like 

wireless), such error propagation is much less probable in higher-reliability short-

reach copper links.
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2.3. SEMI-DIGITAL FIR FILTER IMPLEMENTATION
The semi-digital linear equalizers as well as the DFE depend on the 

semi-digital FIR filter, shown in Figure 9. A shift register can be thought of as a 

window, running along the digital data stream, and supplying data to the filter. Each 

data bit is multiplied by its corresponding weight Wi, and the multiplication results for 

all the taps are added up in a summing node. Multiplication by a constant and addition 

can be efficiently implemented in analog domain using differential current-mode 

circuits. Multiplication Wi∙Di is carried out by a differential pair, whose tail current is 

set to Wi, normally using a current-mode DAC. Since the multiplication results are 

currents, they can be summed by simply connecting them together and dropping the 

resulting current across a resistor [2].

Figure 9. Circuit implementation of a semi-digital FIR filter

Two problems arise as number of taps increases (due to increasing 

signaling rate through the same channel, for example). First, overall quantization noise 

budget splits between an increasing number of taps, requiring higher and higher 

resolution of each weight-setting DAC. Second, the current summing nodes become 

excessively loaded by the increasing number of differential pairs that implement 
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individual taps. These two problems motivate migrating filters into the digital domain 

with signal-path ADCs and DACs inserted at the interface between the digital filter 

and an analog channel.

2.4. DIGITAL EQUALIZER IMPLEMENTATIONS
Implementing a filter in digital domain allows one to compute filtering 

results with higher resolution in digital domain and then round them off only once to 

the closest data converter level. This is in contrast with semi-digital implementation, 

where the value of each tap is rounded off, leading to accumulation of rounding errors. 

This problem is illustrated in Figure 10. Only three taps are shown for simplicity, but 

one can imagine the problem only getting worse for more taps. 

To understand this issue more fully, we can view the operation of the 

filter as a function of data bits as moving along a tree. The “root” of the tree is output 

for no filter taps. For one single tap, depending whether the previous data bit was 0 or 

1, the filter output branches to either (–W0) or W0. If the filter has two taps, depending 

on whether data bits were 00, 01, 10, or 11, there are four possibilities for the filter 

output: (-W1-W0), (-W1+W0), (+W1-W0), and (+W1+W0). For 3 taps, there are 8 possible 

outputs, and for Ntaps taps – tapsN2 . Figure 10(a) shows the tree without any 

quantization. Figure 10(b) illustrates how quantization of each individual tap weight 

leads to error accumulation. Finally, Figure 10(c) shows that computing filter output 

with higher precision in digital domain and then rounding solves the error 

accumulation problem.
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Figure 10. FIR filter output as a function of input bits (a) without any quantization, (b) 
with each tap weight Wi quantized separately, and (c) with filter output computed 
digitally with high resolution and then rounded off to the closest available data 
converter level

Unfortunately, implementing a digital filter at high speed and with high 

resolution is also problematic. Thus, instead of performing digital computations on-

the-fly, look-up tables (LUTs) can be used, as demonstrated by B. Casper, et. al. in 

[10] for transmit equalization and by M. Harwood, et. al. in [13] for receive 

equalization. Both equalizers are shown in Figure 11. 
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Figure 11. Digital filters using look-up tables (a) for transmit equalization, and (b) for 
receive equalization

Note that using an ADC at the receiver front-end permits the use of 

digital delay elements (flip-flops) to implement a FIR filter. Although only one-tap 

FIR filter is implied in Figure 11(b), more taps can be included at an expense of 

increased complexity. Typically, however, only one-tap FIR filter is needed to cancel 

pre-cursor ISI, while all post-cursor ISI can be more efficiently cancelled with DFE.
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2.5. ADC FOR RECEIVER EQUALIZATION – SYSTEM 
REQUIREMENTS
Apart from digital filters, the digital transmit equalizer requires a baud-rate 

DAC, while the digital receive equalizer requires a baud-rate ADC. As baud rates of 

modern links extend well into Gbps range, both DACs and ADCs operating at such 

rates are large research topics in themselves. In this work, we focus only on designing 

high-speed ADCs for the link receivers. The complexity, and even feasibility, of this 

task as well as the choice of the ADC topology depend on system requirements for the 

ADC. While the baud rate of the link determines the sampling rate of the ADC, its 

resolution is defined by two considerations. 

First, the LSB size must be small enough so that it does not noticeably degrade 

the noise margin of the link, defined by half a signal swing minus all bounded error 

sources. Equalization normally removes the precursor and postcursor ISI, leaving only 

the main cursor as a signal to be detected and reducing the useful signal swing by the 

sum of magnitudes of all pre- and post-cursors. On top of this attenuation, the bounded 

error sources include unequalized ISI, reflections, and crosstalk. The ADC 

quantization error becomes an additional bounded error source, and thus should be 

kept to a small fraction α of the main cursor. The value of α should be typically less 

than 10-20%.

Second, the ADC range must cover the entire swing of the receiver input, 

including the worst-case effects from the pre- and post-cursor ISI (unless they have 

been cancelled by the transmit equalizer). The worst-case signal swing is equal to the 

sum of magnitudes of all taps in a pulse response (pre- and post-cursors plus the cursor 

itself).

Given these two considerations, the number of ADC levels ( bitsN
levelsN 2 ) 

should be approximately 
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where pi is the i-th tap in a channel pulse response, with i < 0 for pre-cursors, i = 0 for 

the main cursor, and i > 0 for post-cursors. α is the fraction of equalized signal 

amplitude allocated to quantization error of the ADC. Taking α = 10% and pulse 

response shown in Figure 4 as an example, we obtain Nlevels ≈ 20 and Nbits ≈ 4.3. As it 

turns out, for most typical backplane channels, Nbits of 4-5 bits is required. Thus, for 

this work, we will target a resolution of 4-5 bits.

The most important effect that limits ADC resolution at high 

frequencies is sampling jitter. To evaluate the effect of sampling jitter on general-

purpose ADCs, it is usually translated into voltage noise assuming that an input 

sinusoidal signal is sampled at Nyquist rate at the point of its maximum slope, as 

shown in Figure 12(a). In this case, σΔV ≈ Aω∙σΔt, where σΔV is RMS voltage error due 

to RMS clock jitter σΔt. However, the assumption of sinusoidal signal hardly describes 

an input to the link receiver. Instead, the receiver is normally designed to sample the 

data eye at its maximum opening, as shown in Figure 12(b). Because the input signal 

stays relatively flat during that time, the effect of sampling jitter is very small.

But this model may also be inaccurate when most of equalization is 

performed at the receiver, after ADC samples the input. In this case, the ADC samples 

an un-equalized (or under-equalized, if some equalization has been performed at the 

transmitter) data stream, as shown in Figure 12(c). Because equalization is incomplete, 

some samples take place on the slope rather than on the flat region of the eye. 
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Figure 12. Result of sampling jitter: a) worst-case scenario when sinusoidal signal is 
sampled at Nyquist rate at zero-crossings, b) best-case scenario when a link receiver 
samples a signal in the middle of the equalized data eye, and c) realistic case when a 
link receiver samples output of an un-equalized or under-equalized channel

The worst-case slope of un-equalized signal can be estimated by taking 

a derivative of the channel step response. As shown in Figure 13, step response is a 

superposition of pulse responses shifted by bit time Tbit with respect to each other. 

Thus, the slope of the step is equal to the pulse response samples divided by bit time 

Tbit. 
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Figure 13. Worst-case slope in un-equalized channel

The maximum effect of jitter on sampled voltage is then

t
bit

tV T

p

dt

dV
   0 , 

(2.2)

where p0 is the cursor size. Given our target of αp0 for an LSB size of the ADC, 
bit

t

T


should be much less than α ≈ 10-20% in order for jitter not to limit the ADC 
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performance, which is generally well within a jitter specification of the timing 

reference of a typical link receiver. For example, in the link described in [15], the 

peak-to-peak PLL jitter was 26ps for Tbit=200ps, which would translate into 0.65-

1.3LSB peak-to-peak voltage noise. Therefore, the jitter performance of a typical link 

receiver would also satisfy the requirements for an ADC-based receiver.

2.6. SUMMARY

Many modern high-speed links signal over channels with very limited 

bandwidths. To compensate for the resulting channel distortion, they utilize various 

equalization techniques, most of which require data conversion between digital and 

analog domains. Depending on the overall system design and channel characteristics, 

such data converters range from low-speed DACs used to adapt equalizers to slowly-

varying characteristics of the channel to very high speed signal-path ADCs and DACs 

for interfacing the channel to fully-digital equalizers. Since the main focus of this 

work is analog-to-digital conversion, in Chapter 3 and Chapter 4 we concentrate on 

the design of baud-rate ADCs for serial link receivers. 



CHAPTER 3. ANALOG-TO-DIGITAL 

CONVERTERS

Fast and efficient analog-to-digital converters (ADCs) are a key to 

enabling digital equalization in a high-speed link receiver. The advantages of digital 

receive equalization as well as the requirements for the front-end ADC have already 

been described in Sections 2.4. and 2.5. , so in this and the next chapter, we focus on 

the ADC design itself. 

Until recently, the need for multi-Gsps rates left designers one choice –

to use FLASH ADCs. Unfortunately, these had a reputation of power and area hogs, 

hardly suitable for high-speed link receivers. However, aggressive scaling of CMOS 

technology brought changes to the landscape of high-speed ADCs. First, some recent 

work (for example, by G. Van der Plas, et al. [36] and by B. Verbruggen, et al. [37]) 

has demonstrated spectacular improvement in the power- and area-efficiency of 

FLASH ADCs (or their slight modifications), at least for low-Gsps conversion rates 

and 4-5 bits of resolution. This preempted or roughly coincided with the first 

commercial usage of a FLASH ADC in a high-speed link receiver [13]. On the other 

hand, the strategy of time-interleaving multiple slower but potentially more efficient 

ADCs also proved very successful, as demonstrated, for example, in [38]-[42] for 

successive-approximation (SAR) ADCs and in [43]-[45] for pipeline ADCs. 

In this chapter, we first review the more proven, in the context of high-

speed links, FLASH architecture, but then point out what difficulties are likely to arise 

as we attempt to push FLASH conversion rates into tens of Gsps, which will likely 

require interleaving. We briefly review the interleaving technique itself and the two 

most commonly interleaved ADC architectures (apart from FLASH): SAR and 

pipeline ADCs. However, for 4-5-bit resolution, neither of them has a clear advantage 
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over FLASH. Therefore, in Chapter 4, we choose to investigate what we think is a 

promising but unusual alternative: a single-slope ADC. Although single-slope ADCs 

are normally found only in very low-speed systems (such as imagers), we demonstrate 

their suitability for high-speed operation and their advantages for interleaving.

3.1. FLASH ADC

A FLASH ADC works by comparing an input signal with a set of 

reference voltages at the same time, as shown in Figure 14(a). Because the effective 

sampling instants of real-life comparators may differ slightly (due to mismatch, clock 

skew, etc.), a centralized track-and-hold circuit (T/H) is often inserted in front of a 

comparator array. The comparator array outputs a thermometer code, which, given a 

certain imagination, resembles the display of an alcohol thermometer. The 

thermometer code is then decoded into a binary code, usually more suitable for digital 

processing. For a resolution of Nbits, 2
Nbits–1 comparators are required, leading to the 

exponential increase of power and area with resolution, as shown in Figure 14(b). 

Therefore, FLASH ADCs with Nbits≥8 are rarely, if at all, encountered, while for 

Nbits<5, FLASH is almost always the best choice. 
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a)  b)

Figure 14. (a) FLASH ADC is an array of comparators that compare an input signal 
with multiple voltage reference levels at the same time; (b) FLASH power 
consumption and die area grow exponentially with Nbits

Nevertheless, even for our target resolution of 4-5 bits, FLASH 

architecture poses some challenging problems. Most of the problems arise because of 

imperfections in the basic and most important block of a FLASH ADC – the 

comparator. As it is replicated many times, the comparator design is subject to 

stringent power consumption and area constraints. The comparators should exhibit low 

enough input-referred thermal noise and high enough tolerance to supply and 

common-mode variations in order not to limit the system performance. Almost 

always, the supply and common-mode rejection requirements necessitate differential 

designs.

3.1.1. COMPARATORS

A comparator is a highly non-linear amplifier that amplifies the 

difference between its signal input In and reference input Ref and saturates in Low and 

High regions, which are unambiguously interpreted by the downstream digital logic as 

digital 0 and 1, as shown in Figure 15(a). When the comparator output falls in the 
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transition region between Low and High, it is considered metastable or invalid. Thus, 

the comparator gain A should be as large as possible to minimize the probability of 

invalid outputs. More formally, assuming uniform distribution of quantization noise in 

the ADC, gain A required to guarantee the total error probability of Perror can be 

estimated as

LSBP

LowHigh
A

error 


 , 
(3.1)

where (High – Low) is the minimum swing of comparator output required for the 

digital logic to unambiguously discriminate logic 1 from logic 0; LSB is the ADC 

input step size, and Perror is the probability that any of the comparators in ADC 

produces invalid output (from [30]). Most short-reach high-speed links do not have 

any error correction capabilities, and thus require very low error rates Perror < 10-12

and, therefore, extremely high comparator gain.

a)         b)

Figure 15. Transfer characteristics of a hypothetical comparator

Ideally, the output of a comparator transitions from Low to High when 

its signal input, In, crosses its reference, Ref. Input-referred offset is the horizontal 

shift in the transfer characteristic of the comparator from being centered around Ref to 

being centered around Ref+Offset, as shown in Figure 15(b). Random offset is usually 
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due to mismatch of transistors (or resistors) in the comparator. If not cancelled or 

taken into account, offset results in static non-linearity of the ADC.

3.1.1.1. Static Non-linearity

The term static linearity refers to the linearity of the ADC transfer 

characteristic at DC or low frequencies. The linear and hypothetical non-linear transfer 

characteristics are shown in Figure 16. There are two types of non-linearity –

differential and integral – defined for ADCs. After performing gain and offset 

corrections, the differential non-linearity (DNL) is defined as the difference between 

an actual step width and the ideal value of 1LSB, while the integral non-linearity (INL) 

is defined as the deviation of an actual transfer function from a straight line.

Figure 16. a) Linear and b) hypothetical non-linear transfer characteristics of a 3-bit 
ADC

The static non-linearity of a FLASH ADC is normally limited by the 

comparator mismatch. Since the reference levels are commonly generated with a 

relatively linear resistor-string DAC, their non-uniformity is usually only a second-

order effect. There are several ways to guarantee matching of the individual 

comparators. First, making comparators physically large reduces mismatch, since 

random mismatch is inversely proportional to the device area. Apart from die area, this 
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approach also requires a proportional increase in power consumption needed to drive 

the increased parasitics. 

The second possibility is to dynamically cancel the comparator offsets 

on every conversion cycle. This usually involves storing the offset on the capacitors in 

the signal path. Unfortunately, the additional switch and capacitor parasitics slow 

down the comparator. Furthermore, although comparator offset changes slowly (if at 

all), charge on the offset-storage capacitors needs to be refreshed continuously, 

significantly lengthening the conversion cycle.

Finally, it is possible to correct the offset “digitally” using a digital-to-

analog converter (DAC) in each comparator to induce a current, tranconductance, or 

capacitive imbalance, counteracting a built-in offset. As long as the offset is not 

particularly large, either of these schemes works fairly well, but to determine the 

appropriate DAC setting, the offset needs to be measured first. Unfortunately, 

measuring comparator offset generally requires rearranging a signal path, again 

slowing down the comparator.

In the preceding discussion, we mentioned that the gain of comparators 

must be high enough for the required metastability error rate, and that the offsets must 

be low enough for the required linearity. However, so far we have only alluded to the 

fact that both high gain and low offset come at a price of comparator speed, while, in 

fact, this is a critical consideration for FLASH ADCs. More formally, this trade-off is 

described by the gain-bandwidth product.

3.1.1.2. Gain-Bandwidth Product

Simultaneously achieving high gain and high bandwidth presents a 

serious problem. In fact, someone used to a linear trade-off between gain and 

bandwidth must think it is impossible to design ADCs with conversion rates much 

higher than ft / A, where ft is the unity-gain frequency of transistors in a given 
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technology, and A is the comparator gain, required for a given metastability error rate. 

Furthermore, any offset cancellation schemes generally deduct from the available 

gain-bandwidth product less directly but quite measurably. Nevertheless, many such 

designs exist. What makes them possible is the fact that gain and bandwidth trade off 

linearly only in first-order systems (such as an operational amplifier with one 

dominant pole). More generally, the trade-off is between three parameters: the gain, 

the bandwidth, and the delay (or latency). There are several ways to exploit this, 

leading to different comparator circuits and ADC architectures. 

From a fundamental perspective, a circuit that most efficiently trades 

off delay for gain and bandwidth is a distributed amplifier, shown in Figure 17(b). We 

can arrive at this topology, if we start with a regular common-source amplifier stage, 

Figure 17(a). Its bandwidth limitations arise from the pole associated with RLCout and 

possibly from Cin presenting a capacitive load to the previous stage. However, if the 

common-source stage is split into N sections, and the sections are joined together with 

inductors, both Cin and Cout are absorbed into the artificial input and output 

transmission lines. To guarantee stability, the inductor values should be chosen so that 

the characteristic impedance of the output line 
out

out
out C

L
Z   equals 2RL. For 

maximum gain, the phase velocities in the input and output transmission lines should 

match:
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Under these conditions, the gain of a distributed amplifier is |Av| = 

gmZout/2 = gmRL, which is the same as that of the original common-source stage. As 

increasing RL does not degrade the bandwidth, distributed amplifier is theoretically 

capable of achieving large gain-bandwidth product at arbitrary low power 
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consumption. Of course, there is an upper limit on Zout for any practical transmission 

line.

Figure 17. Evolution from a lumped common-source amplifier (a) to a distributed 
amplifier (b)

In addition to using distributed amplifiers as comparators, one might 

also envision building the whole comparator array as a distributed structure to absorb 

the ADC input capacitance into a transmission line, as shown in Figure 18. 
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Figure 18. Distributed FLASH ADC

Theoretically, such an ADC consumes arbitrarily low power even for large bandwidth 

(throughput), provided that we are willing to wait arbitrarily long time for a 

conversion result (arbitrary long delay through comparators). The only power 

consumption is associated with an input and the outputs of the ADC. This power 

cannot be made arbitrarily small, or the useful signals would be overwhelmed by 

thermal noise.

In reality, many practical issues make a distributed amplifier a 

questionable, if not poor, choice for a comparator. Performance of distributed 

amplifiers is limited by deviations from ideal behaviors of the device and the 

transmission lines. These include non-quasi-stationary phenomena in the channel (or 

base) of transistors, hard-to-control parasitics, and loss in the transmission lines. In 

digital CMOS technologies, inductors and transmission lines are particularly lossy. 
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Further, the area budgets for most high-speed links are very tight, essentially 

prohibiting or severely limiting the use of inductors. The concept of a distributed 

ADC, however, may become more practical for stand-alone high-speed ADCs less 

constrained in die area and choice of technology. More importantly, the distributed 

ADC concept shows the full potential of making use of all available latency budget, 

either at a circuit level or at an architectural level or both.

At a circuit level, short of an ideal distributed amplifier, there are 

several practical ways to exploit latency. The first one is a cascade of multiple low-

gain amplifier stages, such as shown in Figure 19. While overall gain A of the cascade 

is the product of gains of individual stages, the -3dB bandwidth is 

LL

n

dB CR
f




 2

12 /1

3 ,
(3.3)

where n is the number of stages.

Thus, instead of staying constant, the gain-bandwidth product f-3dB·A

increases with the number of stages in a cascade.
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Figure 19. A cascade of multiple low-gain amplifier stages (assuming single-ended 
inputs for simplicity)

Unfortunately, there are problems associated with a cascade of low-

gain stages. First, all stages continuously consume current resulting in high power 

consumption for large number of stages. Second, as the order of the system increases 

with increasing number of stages, the phase distortion near corner frequency becomes 

worse. Since the outputs of different comparators in an array are square waves of 

different duty cycles, they get distorted and delayed unevenly, producing dynamic 

distortion. In addition, continuous-time amplifiers have bandwidth mismatches, whose 

effect gets worse with delay. Therefore, most practical comparator designs in FLASH 

ADCs use a master clock to synchronize the comparator array, essentially operating in 

discrete time.

A very efficient amplifier that works well in discrete time is a 

regenerative amplifier, such as a CML (current-mode logic) latch shown in Figure 20. 

In the sampling phase (Sample = 1; Regen = 0), the differential pair stores the 

somewhat amplified input on a pair of load capacitors CL. In the regeneration phase 

(Sample = 0; Regen = 1), the positive feedback loop exponentially amplifies the 

sampled voltage. This positive feedback loop around an amplifier can be thought of as 



Chapter 3. Analog-to-Digital Converters 34

a signal propagating through a long chain of cascaded amplifiers, at a cost of power 

and area of only one amplifier stage.

Figure 20. A regenerative amplifier (CML latch)

There are numerous variations of this basic concept, notably a number 

of topologies that consume no static current at all as, for example, different 

modifications of a StrongArm latch, shown in Figure 21 and first developed for digital 

circuits [29]. Unfortunately, these tend to have somewhat larger parasitic capacitances 

than the simple CML latch. For very short clock cycles, the outputs of a StrongArm 

latch also spend a large proportion of the regeneration phase in the middle of supply 

rails, negating the power savings that come from CMOS-like operation with no static 

power consumption. For more discussion of comparative merits of CML and 

StrongArm comparators, the reader is referred to [66].
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Figure 21. Simplified schematic of a StrongArm latch

It can be shown that the gain of a regenerative amplifier is 
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where A0 is the linear gain of an input stage; treg is the duration of regeneration phase; 

τreg is the regeneration time constant; CL is the load capacitance at output nodes, and 

gm is the transconductance of transistors. When the clock period leaves enough time 

treg for regeneration, the regenerative amplifiers perform so well that they can be used 

as comparators by themselves (for example, in [36] and [37]). 

However, as the conversion rate increases, the gain A drops off sharply. 

To compensate, several regenerative amplifier stages have to be cascaded (pipelined), 

as shown in Figure 22(a). Note that pipelining is a convenient way to make use of the 

latency budget at a circuit level. The accuracy and bandwidth of the later stages is less 

important, so regular digital latches (metastability latches) are often used. 
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Unfortunately, the overhead of a reset phase and associated circuitry in a regenerative 

amplifier and metastability latches limit the practical pipeline depth.

Figure 22. (a) Pipelining regenerative amplifier and metastability latches and (b) 
adding continuous-time preamplifier stages in front of regenerative amplifier

As shown in Figure 22(b), several continuous-time preamplifier stages 

are also often placed before a regenerative amplifier for several reasons. In addition to 

contributing to the overall comparator gain-bandwidth product, they reduce the 

feedthrough from a regenerative amplifier back into the inputs, have better offset and 

noise performance, and facilitate various offset cancellation and averaging schemes. 

However, preamplifiers consume static power, which makes them less attractive. 

A natural alternative to pipelining and cascading stages is parallelism, 

which translates into time-interleaving multiple ADCs. 
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3.2. TIME-INTERLEAVING

The concept of time-interleaving is illustrated in Figure 23. The 

sampling times of n ADCs are staggered in time, so that each of the sub-ADCs is only 

required to complete one conversion every n∙TS, where TS is the sampling period of the 

entire ADC. But since there are n ADCs instead of one, interleaving makes sense only 

if backing off the conversion rate by a factor of n scales down the size and/or power 

consumption by a much larger factor, large enough to justify the overhead of 

interleaving. Most often, this is the case only if either the resolution is too high for a 

FLASH ADC, or TS is so short that it makes comparators in FLASH very inefficient 

for reasons mentioned above. Interleaving is also necessary regardless of area and 

power considerations when the required TS simply can not be attained with one single 

ADC.

Figure 23. Time-interleaving n ADCs increases aggregate throughput by a factor of n

The structure in Figure 23 also requires the acquisition bandwidth of 

each sub-ADC must still be as high as the bandwidth of the overall ADC. At the same 

time, the input capacitances of all sub-ADCs add up, presenting a significant 

capacitive load to the input. Placing a high-speed track-and-hold (T/H) in front of each 

sub-ADC as shown in Figure 24, aims to alleviate both problems. First, the high-
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bandwidth requirement is removed from the sub-ADCs and transferred to the T/Hs. 

Second, whenever a T/H goes into a hold mode (its Clk is LOW), Cin of its 

corresponding sub-ADC does not load the input. Ideally, this would reduce the total 

input capacitance by the duty cycle of the clock from n·Cin to DutyCycle·n·Cin. In 

practice, the parasitic capacitance of the track-and-holds significantly adds to the input 

capacitances of the sub-ADCs themselves, offsetting the improvement. Interestingly, 

the sampling scheme of Figure 24 resembles the distributed input network in Figure 

18, with inductors replaced by phased switches, more amenable to CMOS 

implementation. 

Figure 24. Time-interleaving with track-and-hold circuits in front of each sub-ADC

Apart from the bandwidth and load capacitance issues, any offset 

mismatch between sub-ADCs produces a periodic error sequence that shows up as 

spurs in the output spectrum of the ADC. The gain mismatch between sub-ADCs 

results in an amplitude modulation. In addition, the time-skew between sampling times 

of the sub-ADCs presents a completely new issue specific to interleaving. The impact 

of the offset and gain mismatches and time-skew on performance of interleaved ADCs 

is discussed in detail in [26]. While multiple solutions for minimizing, calibrating, and 

cancelling these errors have been proposed, interleaving must offer significant 

advantages in order for this additional complexity to be justified. 
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One of the reasons to consider interleaving is the fact that FLASH 

ADCs become rather inefficient for resolution higher than about 5-6 bits, while 

somewhat slower architectures, like successive-approximation (SAR) and pipeline 

ADCs, can be designed for nominal resolution of up to about 14 bits and interleaved 

for high aggregate throughput. 

3.2.1. SUCCESSIVE APPROXIMATION (SAR) AND PIPELINE ADCS

The block diagram and operation of a SAR ADC is shown in Figure 25. 

A SAR ADC first compares the sampled voltage VH with 0 (mid-range), determining 

the sign bit or MSB. Then the state machine changes the DAC output VDAC to compare 

VH with the midpoint of either the top half (if MSB was 1) or the bottom half (if MSB 

was 0). This determines the next most significant bit. The process of half-sectioning 

continues until the LSB is determined.
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Figure 25. Successive-approximation register (SAR) ADC

The pipeline ADC, shown in Figure 26, resembles a SAR ADC, except 

that it pipelines the half-sectioning steps instead of performing them sequentially. 

Each pipeline stage compares its input with 0, zooms in to either the positive half-

range (if input was positive) or the negative half-range (if input was negative), and 

passes the result to the next stage.
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Figure 26. Basic pipeline ADC implementation

Both SAR and pipeline ADCs take Nbits steps to perform a conversion. 

A SAR ADC takes these steps sequentially, while pipeline ADC pipelines them. 

Nevertheless, both architectures require Nbits comparisons in contrast to a FLASH, 

which performs 2Nbits-1 comparisons at each conversion. This is the main reason for 

replacing a FLASH with an interleaved SAR or pipeline ADC for resolution higher 

than 5-6 bits. This conventional cut-off between FLASH and SAR or pipeline ADC 

may seem strange: if we only count the number of comparisons, then bit-at-a-time 

converters should become more efficient than FLASH already for Nbits=2-3. But it is 

additional complexity – a sample and hold, a DAC (for SAR), and a linear amplifier 

(for pipeline) – that pushes the realistic cut-off to approximately 5-6 bits.

3.2.2. INTERLEAVING FOR LOWER-RESOLUTION ADCS

The 4-5 bit resolution needed for high-speed link receivers does not 

justify switching to interleaved pipeline or SAR ADCs with their additional 

complexity. Still, there is another reason to consider interleaving. As we attempt to 

increase the conversion rate and bandwidth of a FLASH ADC, its power consumption 

grows faster than linearly. 

There are several reasons for this. First, due to the fixed parasitic 

capacitance (associated with interconnect and certain device parasitics), active device 
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sizes need to be scaled up to increase the speed. When active device sizes become so

large that their scalable parasitic capacitance dominates the fixed parasitic capacitance, 

any additional increase in speed requires a very large increase in device size and, thus, 

power consumption. This consideration is discussed more formally for continuous-

time comparators in Section 4.2.7. .

The second reason is more applicable to CMOS-like regenerative 

amplifiers. The CV2f-power of a single regenerative amplifier stage scales linearly 

with frequency. However, as time available for regeneration shortens, the gain per 

regenerative stage drops exponentially, requiring more cascaded stages for a given 

total gain target. This, again, results in power consumption scaling with frequency 

much faster than linearly.

As shown in a hypothetical power-versus-frequency curve in Figure 27, 

for conversion rates higher than a certain frequency, it becomes more power-efficient 

to interleave, even though there is a certain power overhead associated with 

interleaving.
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Figure 27. Power savings from interleaving

But what ADCs should be interleaved? As we pointed out, for 

resolution below 5-6 bits, switching from FLASH to either of the bit-at-a-time 

architectures does not pay off. At the same time, FLASH ADCs have a very large 

input capacitance, which makes them difficult to interleave. If no track-and-holds are 

used, n FLASH ADCs load the input, while T/Hs that have to drive large load 

capacitances consume a lot of power on their own. The solution that we propose in 

this work is to use the high-speed single-slope ADCs instead of FLASH, as described 

in detail in the next chapter.



CHAPTER 4. HIGH-SPEED SINGLE-SLOPE ADC

The single-slope ADC, a simple architecture frequently used in 

imagers, offers high linearity, low power consumption, and small input capacitance. 

Single-slope ADCs belong to a class of level-at-a-time converters that take an order 

of 2Nbits steps to perform an Nbits conversion and, thus, are traditionally considered 

suitable only for low-speed applications. But, as we show in this chapter, carefully 

leveraging the high-speed link environment allows us to increase the conversion rate 

of single-slope ADCs to around 1Gsps in a 45nm CMOS technology. Furthermore, the 

simplicity and small input capacitance of single-slope ADCs make them better 

candidates for interleaving than either bit-at-a-time ADCs (relatively complex) or 

FLASH ADCs (large input capacitance). As a result, interleaved single-slope ADC 

becomes a promising solution for link receivers operating at tens of Gbps.

To evaluate this concept, we implement a high-speed single-slope ADC 

on a Texas Instruments 45nm test chip. Based on the performance of this 

implementation, we estimate within what resolution and conversion rate limits this 

single-slope ADC is efficient. We also investigate interleaving multiple single-slope 

ADCs and study the power efficiency of such a solution. Finally, we conclude and 

describe potential directions of future investigation. But first let us overview the basic 

single-slope architecture, its advantages and limitations.

4.1. OVERVIEW OF BASIC SINGLE-SLOPE ARCHITECTURE

A simplified block diagram of a single-slope ADC is shown in Figure 

28. The ADC works as follows. At the beginning of a conversion cycle, a differential 

input voltage is sampled onto a pair of sampling capacitors CH+ and CH-. Then the 

current source Idrain switches on and starts draining charge from CH+. The voltage on 
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node hold+ linearly decreases until it crosses the voltage on node hold- (assuming for 

now that Vhold+>Vhold-). At that point, the comparator that compares Vhold+ with Vhold-

trips, causing a set of latches to latch the current counter value count. Meanwhile, the 

counter keeps running, and its wraparound initiates a new conversion starting with 

sampling an input voltage again. In this way, initial counter state is always 

synchronized with start of a conversion, and the latched counter state is proportional to 

the input voltage.

Figure 28. Simplified block diagram of a single-slope ADC

There are variations on this basic theme, but the main concept is the 

same. In fact, there is even a more general way to view single-slope converter – it is a 

voltage-to-time converter (consisting of a ramp generator and a comparator) followed 

by a time-to-digital converter (set of latches that latch the current counter value). This 

view will be useful later in the discussion of the efficiency of voltage-to-time 

converter. 

As already mentioned, a single-slope ADC has the following features:

 Linear, because ramp generator can be made to have relatively good linearity, 

and the ADC produces no missing codes
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 Has relatively easily measurable and correctable offset and gain errors

 Low complexity

 Power-efficient, because there is only one comparator

 Slow, because it takes 2Nbits clock cycles per conversion

However, let us look at the speed limitation more closely. Single-slope 

ADCs are generally considered slow, because they take 2Nbits steps per conversion. But 

as opposed to bit-at-a-time ADC topologies, the duration of a single-slope conversion 

step is not limited by the comparator delay. For example, a successive-approximation 

(SAR) ADC takes only Nbits conversion steps to complete a conversion, but at every 

step it must wait for a comparator to completely resolve. The throughput of a pipeline 

ADC is limited by the delay of one of its stages, a large proportion of which is again 

taken up by the comparator and residue amplifier delays. The advantage of a single-

slope ADC is that the comparator does not need to resolve fully at each conversion 

step – assuming it is a continuous-time comparator, it only switches once per entire 

conversion cycle. Thus, the duration of a conversion step is not limited by the 

comparator delay but by the speed of mostly digital timing circuits, which improve 

rapidly with technology scaling. 

Serial link receivers already incorporate accurate high-speed time 

references, usually even with multiple-phase clocks that can be used to further 

improve timing resolution. For example, on the test chip described below, a 6.25GHz 

clock with quadrature phases allows Tstep = 40ps time resolution. Even with 2Nbits steps 

per conversion, 5-bit conversion will only take 1.28ns (~780Msps conversion rate). 

This is already very far beyond the speeds single-slope converters normally run at, but 

even further improvement is possible if more clock phases or clock interpolation is 

used. For comparison, high-speed SAR and pipeline ADCs tend to run at somewhat 
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lower conversion rates, but with higher resolution, which is not needed for high-speed 

link applications.

Unfortunately, for higher conversion rates, the comparator speed does 

start limiting the performance of single-slope ADCs. Similarly to FLASH, the 

comparator gain-bandwidth product, not the delay, is of primary importance. While a 

fixed comparator delay simply results in an offset, a limited gain-bandwidth product 

causes some input voltage levels to stay undetected or to be measured incorrectly. As 

shown in Figure 29, if the crossover between hold+ and hold- is not large enough 

and/or does not occur for a long enough time, the comparator does not produce a full-

range transition. Instead, it produces a malformed pulse that either does not latch a 

count value at all or latches it at a somewhat later time, resulting in non-linearity. 

Figure 29. The result of finite gain-bandwidth product of the comparator: small 
crossover between hold+ and hold- produces a malformed latch pulse 

As a result, to guarantee a net resolution of Nbits, the conversion time 

Tconv has to be extended from the nominal Tconv = 2Nbits·Tstep to 

Tconv = 2Nbits·Tstep + Toverhead, 
(4.1)
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where Toverhead is the overhead associated with the comparator. As we attempt to 

increase the conversion rate of a single-slope ADC (for example, by using finer Tstep), 

the overhead Toverhead also needs to shrink proportionally – at least assuming we would 

like it to take not longer than a fixed fraction of the conversion time. 

However, at a certain rate, the power penalty of decreasing the 

overhead (increasing comparator gain-bandwidth product) becomes large enough that 

it is more efficient to interleave a larger number of slower ADCs. In the next section, 

we investigate this and other practical issues with a specific implementation of a high-

speed single-slope ADC. 

4.2. SINGLE-SLOPE CONVERTER IMPLEMENTATION IN 45NM 

CMOS

In order to assess the bounds of conversion rates and resolutions for 

which single-slope ADCs are practical and can compete with other ADC topologies, 

we taped out an ADC test chip in a 45nm CMOS technology. The ADC can be 

programmed to have either 5-bit or 6-bit resolution running at a nominal 1.5625Gsps 

or 781.25Msps conversion rate respectively. As its timing reference, the ADC uses an 

on-chip 6.25GHz PLL designed by Peter Hunt at TI to provide quadrature differential 

clocks for the TI’s next generation serial link receiver. 

4.2.1. TOP-LEVEL DESIGN

The majority of high-speed links use bipolar signaling, meaning that 

voltage at in- can be greater than in+. In such case, when hold+ voltage is ramped 

down, it never crosses over with the voltage at hold-. There are several ways to 

address this problem. One way is to offset the system in such a way that in+ is 

guaranteed to be bigger than in-. A roughly equivalent (but perhaps more elegant 

solution) is to use a purely differential comparator that compares sampled differential 
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input signal to the ramped reference voltage. However, both solutions boil down to 

introducing sufficiently large offset to the comparator, which is hard to do, especially 

for large input voltage range. Another possibility is to compare in+ with in- before the 

conversion and then ramp down whichever one is greater. Here, the disadvantage is 

that this extra comparison will add to the conversion time and complexity of the ADC. 

The solution we chose is to simply place two ADCs in parallel. One ADC ramps down 

in+, while the second one – in-. Although this requires double the hardware, it roughly 

doubles the conversion rate for a given resolution. Unfortunately, the conversion rate 

is not exactly doubled, because when the conversion time is shortened, the comparator 

overhead stays the same and occupies a larger proportion of a conversion time. 

There are a few other issues as well. First, since two independent ADCs 

are used for positive and negative differential voltages, they have different offsets and 

gains that need to be matched. Second, to make sure that there is no “dead zone” 

between positive and negative halves, there needs to be a certain overlap of voltage 

ranges. Thus, for example, the ADC operating on negative half of the signal needs to 

have a slight offset that extends its range into the positive half. For these reasons, in 

the ADC implemented on this test chip, the offsets and gains of two half-ADCs are 

made independently programmable, as shown on the block diagram in Figure 30.
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Figure 30. Block diagram of single-slope ADC implemented on a test chip

As evident from the block diagram, the two half-ADCs output their 

conversion results independently, leaving stitching them to digital post-processing. 

Each half-ADC is very similar to the concept drawing in Figure 28 with a few minor 

differences. First, current-mode digital-to-analog converters (I-DACs) are used for 

adjusting ADC gain and offset. Second, a Gray counter is used to avoid catastrophic 

errors when counter output is latched at or around a code transition.

4.2.2. TIMING REFERENCE

To generate a timing reference for the ADC, we start with a 4-phase 

6.25GHz clock shown in Figure 31. 
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Figure 31. Reference clock from the PLL

Since there are 4 clock phases, we achieve a Tstep = 1 / ( 4 ∙ 6.25GHz ) = 

40ps. By itself, reference clock only goes through 4 distinct states per period, but for 

Nbits conversion, 2Nbits distinct timing states are needed. Thus, some sort of a counter 

(clock divider) is required. However, a binary code counter can transiently go through 

invalid states when 2 or more bits change in its output at nominally the same time. 

Because latching of a counter output occurs asynchronously with the clock, an invalid 

state may be latched leading to a catastrophic error. This may occur, for example, 

when a binary counter transitions from 01 to 10 through transient invalid state 00, as 

shown in Figure 32.

Figure 32. Problems with transient invalid states in a binary code counter

There are multiple ways to encode counter states to avoid this problem, 

but Gray code provides such encoding with the least number of bits (the same as for 

binary encoding). A 5-bit Gray code counter waveforms are shown in Figure 33. Since 

Gray code always has only single-bit difference between neighboring codes, there is 

no possibility for latching some intermediate invalid state.



Chapter 4. High-speed single-slope ADC 52

Figure 33. Gray counter waveforms – no possibility of latching an invalid transient 
state

Ideally (ignoring track and hold and comparator overhead), with a 5-bit 

Gray coded timing reference, each of the half-ADCs performs 5-bit conversion, 

yielding (again, ideally) 6-bit overall conversion result when the positive and negative 

halves are stitched together. To increase conversion rate at an expense of resolution, 

we can run the ADC in a 5-bit mode with each of the half-ADCs performing 4-bit 

conversions. To use the same 5-bit timing reference for 4-bit conversions, we perform 

two conversions per timing reference cycle as shown in Figure 34 – one “odd” 

conversion for codes 00000 through 01000 and one “even” conversion for codes 

11000 through 10000. To obtain identical output encoding for “odd” and “even” 

conversions, we have to ignore G4 and invert G3 for “even” conversions. Also in the

6-bit mode, the track and hold samples the input signal once per timing reference 

cycle, while in the 5-bit mode, it samples it twice. 
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Figure 34. Using 5-bit Gray counter for 5-bit and for 6-bit conversions

To generate Gray-coded signals, we first divide down the input clock 

by 2, 4, and 8 using a ripple counter and then retime the outputs with appropriate 

phases of a reference 6.25GHz clock. To obtain divided down clocks with phases 

needed for the Gray code, not only true (Q) and complement (QB) but also quadrature 

(QQ and QQB) outputs of a divide-by-2 circuit are used, as shown in Figure 35. 
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Figure 35. Divide-by-2 circuit used as a building block for Gray code timing generator

The divide-by-8 ripple counter is shown in Figure 36.

Figure 36. Ripple counter used as a base for generating Gray code

If we ignore slight delays between stages, signals CLK270, DIV2, 

DIV4, DIV8, and DIV8QB can be used as Gray code timing signals G0, G1, G2, G3, 

and G4 respectively. However, for accurate timing, we need to retime these signals. 

Since DIV2 is launched on the rising edge of CLK0, it is retimed with CLK0. Signals 

DIV4, DIV8, and DIV8QB are launched on the rising edge of DIV2QB, which is in 
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turn launched on the rising edge of CLK180. Thus these signals are retimed with 

CLK180. Although the timing requirements for DIV8QB are tight – three ClkQ 

delays and the flip-flop setup time have to fit in a 160ps-long cycle, full-custom flip 

flops allowed us to meet the timing over process, voltage, and temperature corners.

The outputs of the first retime stage drive a decoder that generates 

pulses initiating new conversions, but to ensure completely balanced load on all final 

Gray code outputs, another retiming stage has been added, as shown in Figure 37. 

Clocks CLK270 and CLK90 were used for the second retiming stage instead of CLK0 

and CLK180 to approximately balance the loading that timing generator presents to all 

4 PLL clock phases.

Figure 37. Retiming divided down clock to generate clean Gray-coded timing 
reference

While G4-G1 are generated by appropriately retiming the divided down 

clocks, G0 is one of the clock signals itself (specifically, CLK180 for retiming shown 

in Figure 37), only delayed to match the delay of retiming flip-flops. The CLKQ 

delay of a master-slave flip-flop is the CLKQB delay of the slave latch shown in 

Figure 38(a). It can be approximately matched with the delay of a “dummy latch” 

shown in Figure 38(b). The load on node Q in a real latch is slightly bigger, because it 

has to drive gates of transistors Mn2 and Mp2 in a small tri-state buffer. But its effect 
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on delay is offset by parasitic capacitance of additional transmission gate S2 in a 

dummy latch not present in a real latch.

Figure 38. Matching the delay of a flip-flop with a “dummy latch”

The final part of a timing generator circuit generates control signals for 

the track and hold, comparator, and latches. The first signal is a Sample pulse that, 

when asserted, puts track and hold in track mode, turns off the ramp generator pull-

down current, and also resets the comparator. The second signal is a Reset pulse that 

memorizes current conversion result and resets ADC latches to the known initial state 

in preparation for the new conversion. Since the comparator has significant delay, a 

previous conversion may not be over before the initiation of the new conversion. Thus,

to extend the conversion time somewhat, Reset is delayed one time unit Tstep

(nominally 40ps) with respect to Sample. The delay of one Tstep resulted in the least 

overhead due to comparator delay, as determined from simulations. Both Sample and 

Reset stay asserted for two time units 2Tstep (nominally 80ps). To perform 6-bit 

conversions, Sample and Reset need to be pulsed every 32 time units, so they can be 

generated by decoding Gray counter state G<4:0> =x100x, for example, and then 

gating an appropriate clock phase with the resulting signal. To perform 5-bit 

conversions, Sample and Reset need to be pulsed every 16 time units, so they can be 
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generated by decoding Gray counter state G<4:0> =xx00x, and then again gating the 

clock with the resulting signal. Figure 39 shows the circuit used to generate Sample

and Reset signals. In this circuit, MODE selects the number of bits and is 1 for 6-bit 

conversion and 0 for 5-bit conversion. 

Figure 39. Sample and Reset signal generation

The cross-coupled inverters at the outputs are used to better 

synchronize the timing of SAMPLE with SAMPLEB and of RESET with RESETB 

and to minimize the effect of gate delay mismatches.

4.2.3. TRACK AND HOLD

To sample an input signal, we use a simple PMOS pass gate circuit 

without a buffer amplifier, since the input signals are expected to have a common-
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mode voltage close to Vdd ( Vdd – 200mV), and ADC input capacitance is very small 

and can easily be driven directly by the 25 source with very high bandwidth. 

However, this track and hold circuit is tracking only for a short time (two time units, 

or 80ps), so the PMOS pass gate has to have a relatively low on resistance to ensure 

complete settling. Since leakage for such short conversion times is not an issue, 

minimum-length devices are used in the PMOS pass gates. The pass gates were then 

sized to guarantee settling to ¼LSB in worst-case corner and for worst-case scenario 

when input signal is at its lowest voltage (Vdd – 400mV), and sampling capacitor has 

been discharged by the current source in the previous conversion cycle. However, as 

we found out shortly before tapeout, for ESD reasons design rules do not allow 

connection of source/drain terminals of minimum-length transistors directly to the 

pads. To avoid making significant changes to the main circuits at the last moment, we 

simply inserted a voltage divider between pads and the track and hold circuit, as 

shown in the overall front-end circuit diagram (Figure 40). The unsilicided poly 

resistors (on top of n-well) in series with input pads provided some level of ESD 

protection for minimum-length transistors MP1 and MP2.  
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Figure 40. Track and hold front end with voltage divider termination

For testing the ADC functionality, this extra voltage divider attenuation 

has to be compensated by increasing the input signal amplitude. On the positive side, 

the voltage divider increases the bandwidth. In the track and hold circuit itself, note 

transistors MP3 and MP4 that perform clock feedthrough cancellation to avoid 

excessive shift down of common-mode voltage at the track and hold circuit output. 

Also note that MOS sampling capacitors were used, because for the expected range of 

voltage samples, they provide linear enough capacitance. 

4.2.4. RAMP GENERATOR

After the input signal is sampled, either a capacitor on its positive side 

(for positive half-ADC) or a capacitor on its negative side (for negative half-ADC) is 

linearly discharged by a current source. This current source needs to be adjustable for 

two reasons – first, to provide coarse ADC gain control from 50mVp-p to 300mVp-p 

full-scale to match the input signal range, and second, to match the gains of the two 

half-ADCs (and possibly sub-ADCs in an interleaved structure, if interleaving is 
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used). Thus, the ramp generator current source is built of multiple individually 

switched current sources (an I-DAC), as shown in Figure 41.

Figure 41.  Current-mode digital-to-analog converter (I-DAC) for ADC gain control

While coarse gain adjustment is accomplished by choosing how many 

current sources are on, slight gain mismatch between the two half-ADCs is a lot harder 

to trim out, because there is a practical lower limit on the current source magnitude. 

One possibility is to build two separate I-DACs for coarse and fine adjustment and to 

merge their outputs with different weights. In this case, some fixed current would also 

have to be added to guarantee certain overdrive of current mirror transistors. However, 

such an elaborate structure would consume significant area and add unnecessary 

power consumption. 

An interesting alternative is to use mismatch between current sources in 

the main I-DAC for fine adjustment. To trim out gain mismatch between the two half-

ADCs, we keep constant the number N of current sources that are on, but change 

WHICH particular current sources are on. The number of such configurations for each 

half-ADC is
!)!(

!

NNM

M


, where M is the total number of current sources (6 in this 

case). When only N=1 current source is on, the number of total configurations is 6. 

However, the number of possible configurations increases to 30 for N=2 current 

sources and to mind-boggling 120 for N=3. Thus, because there is always some 
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mismatch between individual current sources, we can choose a combination of current 

sources that matches the gains of two half-ADCs very accurately. 

In a general-purpose ADC, the need for such gain adjustment would be

problematic, as it would require a separate calibration procedure with known input 

voltages. However, in a high-speed link receiver, the ADC gain is adjusted adaptively 

anyway to match the swing of an input signal. Usually, the ADC gain is changed until 

a desired (small) percentage of input samples causes the ADC overrange. The same 

procedure carried out for both half-ADCs forces their gains to match. Furthermore, the 

gain mismatches between multiple interleaved ADCs can be trimmed out in exactly 

the same manner.

While the track and hold circuit is tracking, the ramp current source is 

turned off to avoid input voltage drop across the sampling switch. To keep current 

sources in saturation when SAMPLEB is 0, we use a differential current-steering 

switch (Figure 42).

Figure 42. Differential switch for turning off ramp generator when track and hold is 
tracking

4.2.5. COMPARATOR

Once the input signal is sampled, and one of its sides (IN+ or IN-) is 

ramped down, it needs to be compared with the other side. Although regenerative 

clocked comparators are generally more efficient than continuous-time comparators, 

they cannot run with a 40ps clock period, required for the 40ps time resolution used in 
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this converter. A continuous-time comparator, on the other hand, continuously 

monitors its inputs with unlimited time resolution. 

There are several considerations driving the design of the comparator. 

First, it needs to produce a sharp enough output transition to trigger all latches at the 

same time, regardless of their individual input-referred offsets. Second, variation of its 

delay with supply voltage should be minimized to prevent supply noise from 

translating into noise at the ADC output. Third, the comparator needs to have enough 

common-mode rejection to prevent variations in input common-mode from coupling 

to the ADC output. Fourth, the offset of the comparator needs to be digitally 

adjustable to match the offsets of the two half-ADCs (and multiple ADCs, if 

interleaving is employed). Finally, the comparator bandwidth needs to be maximized 

to minimize the comparator overhead added to the conversion time. In addition, the 

CMOS latches triggered by the comparator output require full-rail CMOS levels.

The need to reject the input common-mode voltage requires at least one 

differential stage at the input. At the same time, generating a full-rail CMOS output is 

hard to do with fully-differential circuits (at least using only one supply voltage), so 

the comparator output is essentially single-ended in nature. However, the comparator 

must amplify the differential signal enough first to guarantee that any shift in the 

threshold of the single-ended stage (likely from supply noise) does not cause 

significant change in the comparator delay. More formally, the rejection of ADC to 

input-referred noise of single-ended portion of the comparator is equal to the gain of 

differential portion of the comparator. Assuming about 20mVp-p supply noise, as 

measured in [65], the differential gain must be at least 50 to guarantee that the input-

referred noise is less than 0.4mV≈0.5LSB (for the smallest input range of 50mVp-p).

Although such gain can be implemented in a single amplifier stage, the 

bandwidth of such amplifier would be very limited. An approach that results in higher 

bandwidth is to cascade multiple low-gain stages instead. In fact, maximum bandwidth 
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is attained, as shown in [64], when gain per stage is only e0.5≈1.6, where e is the base 

of natural logarithm. However, since each differential stage continuously draws 

current, the total power consumption becomes large. Therefore, we take some 

bandwidth penalty and limit the number of differential gain stages (including 

differential to single-ended converter) to 3, as shown in Figure 43. 

Figure 43. Comparator circuit

The first two stages are fully-differential amplifiers with resistive loads 

for lower parasitic capacitance. The third stage is a differential to single-ended 

converter with a current mirror load for best conversion efficiency - both differential 

halves are utilized to drive the output. The current mirror load has larger parasistics 

but also larger small-signal resistance than unsilicided poly resistors used in the first 

two stages. Therefore, although for optimum bandwidth the gain of all stages should 

be the same, in this case it makes sense to allocate more gain (about 8) to the 

differential to single-ended converter and less gain (about 2.5 per stage) to the fully-

differential stages. The differential to single-ended converter is followed by an 

inverter that brings the output to full-scale CMOS levels and provides buffering for 

driving latches. 

The first comparator stage incorporates a reset switch that equalizes 

nodes OUT1+ and OUT1+ to minimize history effect due to feedthrough from these 
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nodes back to the track and hold. While the first comparator stage is being reset, the 

later stages still have more time to finish processing the previous sample, effectively 

“borrowing” time from the next conversion cycle. A common practice of resetting all 

comparator stages at the same time would impose a hard boundary between the two 

conversion cycles, in this case increasing the comparator overhead. An interesting 

possibility would be to stagger the resets of the comparator stages in time to track the 

propagation of the signal through the comparator. However, this would be difficult to 

arrange across process, voltage, and temperature variations.

Note that relatively small transistors have poor matching, so the 

comparator has a large random offset. The first comparator stage is designed to 

digitally compensate this offset. This stage consists of two intentionally mismatched 

differential pairs, and the ratio of their tail currents controlled by a current-mode DAC 

varies the input-referred offset over wide enough range to counteract worst-case 

mismatch. Although this approach reduces the effective transconductance of the stage, 

its most common alternative, shown in Figure 44, pulls static current from the output 

nodes of the comparator, essentially also reducing the transconductance obtained for a 

given bias current budget.
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Figure 44. Varying comparator offset by pulling unequal currents from two output 
nodes

To reduce the impact of DAC element mismatch itself on resolution of 

offset cancellation, we incorporate certain redundancy in the DAC, as shown in Figure 

45.

Figure 45. Current-mode DAC for offset compensation

While 3 LSBs have binary weights, 3 MSB weights are arranged so that 

even with mismatch, the precision of offset adjustment is never worse than LSB 

(x0.25 current source) + deviation of x1 current source from its nominal value. This is 

illustrated by the DAC transfer function for the 3 MSBs in Figure 46.
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Figure 46. Transfer function of offset DAC with and without mismatch

Just like for gain trimming, a general-purpose ADC would require a 

special calibration procedure to measure the ADC offset. In a high-speed link context, 

however, the ADC range is automatically centered around the mid-point of the input

signal by continuously tracking its statistics. The same technique can be used to zero 

out the offsets of the two half-ADCs and appropriately stitch their ranges together 

without any dead zone. Similar statistical technique is applicable to cancelling out the 

offset mismatches between the multiple interleaved ADCs.

4.2.6. OUTPUT LATCHES AND FLIP-FLOPS

When the comparator detects a crossover of ramped down node 

HOLD+ with constant HOLD-, it deasserts COMP_OUT and asserts COMP_OUTB 

commanding a set of latches to store the current counter value as an ADC conversion 

result. There is only one slight complication – if HOLD+ were already lower than 

HOLD-, the latches would not get enabled during the current conversion cycle at all 

and hold previous conversion result, as shown in Figure 47.
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Figure 47. ADC operation without latch reset

In this case, from looking at the outputs of the latches, there is no way 

to tell if the conversion 2 result was the same as conversion 1 result, or if input voltage 

was out of ADC range. To solve this problem, we need to reset the latches to some 

known “out-of-range” state at the beginning of every conversion. The simplest way to 

accomplish this is to enable the latches for a fixed short time at the beginning of each 

conversion cycle, as shown in Figure 48.
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Figure 48. ADC operation with latch reset

Also shown is the bank of D-flip-flops that store the conversion results. 

But to output the results off-chip, we need to either build memory on-chip or decimate 

the data stream to a manageable bandwidth. On this chip, we have chosen decimation 

for its simplicity. Also, due to limited number of pins, we time-multiplex the results 

from two half-ADCs to the same set of pins as shown in Figure 49.
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Figure 49. Output decimation and multiplexing

4.2.7. POWER EFFICIENCY ANALYSIS

Since the primary goal of this work is designing power-efficient ADCs, 

having described the entire system, let us now analyze its power consumption. In 

simulation this ADC consumes about 3mW of total power from a 1V supply.1 Ideally 

it would provide 5 bits of resolution at 1.5625Gsps or 6 bits of resolution at 

0.78125Gsps, but because of comparator overhead, the actual resolution is only 

around 20 levels instead of 32 levels for 5-bit mode and only around 52 levels instead 

of 64 levels for 6-bit mode. (Approximately 6 time units for each half-ADC are taken 

up by comparator delay and reset overhead.) 

                                                
1 Excluding PLL power, as PLL needs to be included on the chip anyway. The ADC 

presents about 80fF load to the clock tree, which results in clock power consumption 
of about 0.5mW.
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To explore the speed-power trade-off, let us break down the total power 

consumption by blocks as shown in Figure 50 and estimate how the power of each 

block scales with conversion frequency. 

Figure 50. Power Consumption of Individual ADC Blocks

The set of output latches and registers for both sub-ADCs consumes a 

significant 0.4mW of power. As mostly CV2f -power, it is proportional to the 

frequency of Gray code transitions (1/TLSB). Another digital circuit, a Gray code time-

base generator itself, consumes even more substantial 1mW power also proportional 

to 1/TLSB. We can assume TLSB equal to the PLL phase step Tstep as in this design, 

because this produces the highest conversion rate for a given power consumption. 

Thus, power consumed by the digital portion of the ADC is approximately 
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where Edig is energy consumed by digital circuits per Tstep, and Pdig0 is the simulated 

power consumption for nominal Tstep0 = 40ps. 

The two comparators consume the largest percentage of total power –

approximately 1.5mW. If each comparator is scaled down in size by a factor α<1 

(transistor width W is decreased to αW, while length is kept constant; load resistors are 

increased from R to R/α, and tail bias currents are decreased from I to αI), its power 

consumption will be reduced at an expense of larger random offset and lower speed. 

While offset can be trimmed out digitally using DACs, lowering the comparator speed 

will limit the conversion rate. However, if power consumption can be improved 

significantly at an expense of only a small decrease in speed, it might be worth 

operating at a lower conversion rate with better power efficiency. To make this more 

specific, we simulated the comparator delay2 as a function of its size for a fixed 

capacitive load of 5fF on the output of each stage to model interconnect parasitics.

A simple analytic delay model is RC-delay. Resistance R is the driving 

resistance of a comparator stage, and it scales as 1/α. Capacitance consists of two 

terms – a fixed parasitic capacitance Cp that does not scale and a self-load capacitance 

C that scales as α. Thus

                                                
2 As we mentioned in Section 4.1. , the gain-bandwidth product of a 

comparator, not its delay, adds an overhead to the ADC conversion time. In general, 
gain-bandwidth product and delay can be completely decoupled (as, for example, in a 
distributed amplifier). However, for the chosen comparator topology, the bandwidth is 
inversely proportional to the delay, and delay is a good approximation for a 
comparator overhead. 
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From simulation results, the empirical parameters τp and τ0 were found 

to be τp ≈ 40ps and τ0 ≈ 91ps for the comparator gain of ~100. Delays found both from 

simulation and from this model are plotted in Figure 51.

Figure 51. Comparator delay as a function of its size

It is obvious from the plot that as we increase comparator size, its speed 

does not improve beyond a certain point. So as we try to increase ADC speed beyond 

1-2Gsps, a fixed comparator overhead of at least 100ps will make it impractical. On 

the other hand, if we can afford to decrease the conversion rate and thus allow slower 

comparator, comparator power 
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(where Pcomp0 = 1.5mW is the power consumption of nominal-size comparators, and 

Ecomp is the proportionality constant that has units of energy) can be significantly 

scaled down. 

In that case, to achieve the required throughput, we have to interleave a 

larger number of ADCs. This raises the question about what interleave factor and 

individual ADC speed result in the lowest total power. Suppose that we need to 

sample an input signal every Tsample, but each ADC takes Tconv to convert, so we need 

to interleave N = Tconv/Tsample = ( TstepNlevels / 2 + tdelay ) / Tsample ADCs. The total 

power consumed by the interleaved structure is then approximately
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This function is plotted versus interleave factor N in Figure 52 for 

Tsample = 40ps, Ecomp = Pcomp0τp ≈ 1.5mW 40ps, Edig = Pdig0Tstep0 ≈ (1mW+0.4mW) 

40ps, for Nlevels = 20 (left plot) and Nlevels = 52 (right plot). Here we have assumed for 

simplicity that a separate Gray counter is included in each ADC slice. In reality, one 

Gray counter can be shared by all interleaved ADCs. This would not reduce counter’s 

power consumption significantly, however, since most of the power is required to 

drive the outputs, loading on which increases proportionally with the number of 

interleaved ADCs.  
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Figure 52. Total power consumption of an interleaved ADC running at Tsample = 40ps
(25Gsps) for 20-level / 4.3 bit (left) and for 52-level / 5.7 bit (right) conversions

Although these power estimates are only approximate, we can see that 

there is an optimum number of interleaved ADCs. For 20-level conversion, for 

example, interleaving 16 individual ADCs results in the lowest total power 

consumption of 29mW. If we try to achieve the 25Gsps aggregate conversion rate with 

a smaller number of individual ADCs, faster comparator will come at an extremely 

large power cost. On the other hand, if too many ADCs are interleaved, the power 

saved by making comparator slower will not offset the increasing digital power. 

Interestingly, as it turned out, exactly 16 interleaved instances of our 20-level 

1.5625Gsps ADCs will result in approximately the lowest power consumption. In 

high-resolution mode, 32 interleaved 52-level 0.78125Gsps will also be very close to 

the optimum interleaved design. 

4.3. TEST RESULTS

The die photo of the single-slope ADC test chip is shown in Figure 

53(a). As the top metal fill pattern made circuit features invisible, we scraped off the 
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upper metal layers, revealing layouts of the major circuit blocks, apparent in Figure 

53(b). The corresponding fragment of the layout from a layout editor is shown in 

Figure 53(c).

Figure 53. Die photos (a, b) and corresponding layout editor view (c) of the single-
slope ADC test chip

Although the test chip was designed for TI’s 45nm high-performance 

CMOS technology, the fabrication run was cancelled due to changes in TI’s corporate 

strategy. Instead, the test chip was eventually fabricated without redesign in a low-

power 45nm technology at TSMC. The corresponding shift in device parameters 

limited PLL frequency to 3.2GHz instead of the nominal 6.25GHz. Therefore, the 

ADC was limited to operating at 400Gsps in the 6-bit mode and at 800Gsps in the 5-

bit mode. Other than this, the ADC worked mostly as expected. 
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4.3.1. TEST SETUP

The block diagram of the test setup is shown in Figure 54.

Figure 54. Chip test setup

The first RF signal source generated the reference clock for the PLL. Its 

single-ended output was converted to a differential signal using balancer-unbalancer 

(balun) on the test board. The on-die PLL was configured to multiply the reference 

frequency by 20, requiring a 160MHz reference clock for the maximum achievable 

conversion rate. The second RF signal source, locked to the first one using the 

instruments’ 10MHz synchronization ports, generated the sinusoidal signal input to the 

ADC. The RF source’s single-ended output was again converted to differential with an 

on-board balun. The distortion of the resulting differential signal was negligible 

compared to the expected distortion of the ADC itself.
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The clocks for decimating the ADC outputs and selecting the results 

from either positive or negative half-ADC were derived from the RF sources’ 10MHz 

sync outputs. To minimize noise from switching the output pins of the chip 

unnecessarily often, the 10MHz sync signal was divided down by 64 using an off-chip 

counter to obtain the 156.25kHz decimation clock.

4.3.2. STATIC LINEARITY MEASUREMENTS

The static integral and differential non-linearity (INL and DNL) were 

measured using a code density test [31] with a sufficiently low-frequency (100MHz)

sinusoidal input. The amplitude of the sinusoid (400mV in the 5-bit mode and 600mV 

in the 6-bit mode) was significantly larger than the ADC input voltage range

(approximately 100mV), so that non-linear top and bottom regions of the sinusoid 

were clipped. The probability density function (pdf) of the remaining portions was flat

enough to make correcting for the non-uniform pdf of the sinusoid unnecessary – the 

DNL error resulting from non-linearity of the sinusoid was less than 0.04 LSB. The 

plots of the measured DNL and INL of the ADC are shown in Figure 55. Note that 

since the code density measurements were performed separately for positive and 

negative half-ADCs (and then joined in Figure 55), the gain and offset matching 

between them was implicit in post-processing. Separate gain and offset adjustments 

for the half-ADCs using on-chip DACs was exercised, however, as part of dynamic

measurements, discussed in Section 4.3.3. 
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Figure 55. Differential (DNL) and integral (INL) non-linearity (a) in 5-bit 800Msps 
mode (b) in 6-bit 400Msps mode

As apparent from the plot, some of the codes were idle – the overhead 

due to T/H tracking phase and the finite bandwidth of the comparator. The overhead 

was quite significant: 8 codes out of 32 in a 5-bit mode and 18 codes out of 64 in a 6-

bit mode. Therefore, the real number of bits was log2(2
5 – 8) = 4.6 in the 5-bit mode 

and log2(2
6 – 18) = 5.5 in the 6-bit mode. The differential non-linearity exhibited 

repetitive patterns, possibly due to timing mismatches between multiple clock phases. 

Nevertheless, DNL did not exceed 0.6LSB.
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The integral non-linearity was as large as ±1LSB in a 6-bit mode, 

which prompted further investigation. As it turned out, INL was worse for lower 

comparator bias current and improved for higher bias current. As lower bias current 

meant lower gain-bandwidth product of the comparator, we attributed the non-linearity 

to malformed latch pulses produced by the comparator at high input voltages, as 

described in Section 4.1. Note that saturation of either the track-and-hold or the ramp 

generator circuits would have produced gain compression, which results in the 

opposite sign of non-linearity.

Based on DNL and INL measurements, we conclude that the two 

important improvements to ADC design would be more careful matching between the 

clock phases (using high-performance flip-flops instead of standard cells) and a 

comparator design with higher gain-bandwidth product.

4.3.3. DYNAMIC ADC PERFORMANCE

The dynamic performance of the ADC was characterized by measuring 

its signal to noise and distortion ratio (SNDR) as a function of sinusoidal input 

frequency. Since the output of the ADC was decimated to 156.25ksps, high-frequency 

sinusoids were subsampled at that frequency. To make sure that taking a fast Fourier 

transform (FFT) did not result in spectral leakage, the number of samples taken, 

Nsamples, spanned an integer number of input signal cycles, Ncycles. More formally, the 

frequency of the input sinusoid, fsin, was chosen according to the relationship

subsample
samples

cycles f
N

N
Mf 










sin  ,

(4.6)
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where M is the integer subsampling ratio, 













subsamplef

f
M sinint . Ncycles and Nsamples were 

also chosen to be mutually prime, 11 and 16384 respectively, to whiten the 

quantization noise.

Although no non-linearity correction was performed for each half-

ADC, matching the gains and offsets of the two halves was critical to achieving 

acceptable spectral purity. The offsets were trimmed out by adjusting the on-chip 

offset DAC settings until 50% of all samples fell into the operating region of positive 

half-ADC and 50% of all samples fell into the operating region of negative half-ADC. 

In this way, the input range of the ADC was centered around the midpoint of the 

sinusoid. Then the gain DAC settings were adjusted until the input signal occupied 

about 95% of the operating ranges of both positive and negative half-ADCs. Although 

this algorithm was employed for a sinusoidal input, it would also work for DC-

balanced data in a high-speed link.

After these adjustments, the outputs of the two half-ADCs were 

combined for post-processing. The resulting SNDR as a function of input frequency is 

shown in Figure 56. 
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Figure 56. SNDR as a function of input signal frequency in 6-bit 400Msps mode (solid 
line) and 5-bit 800Msps mode (dashed line)

As apparent from the figure, ADC performance deteriorated with 

frequency, due to both clock jitter and dynamic distortion. Although the SNDR roll-

off occurs at high enough frequencies for Nyquist-rate operation, interleaving requires 

higher so-called effective resolution bandwidth (ERBW) – the frequency, at which 

SNDR rolls off by 3dB. The ERBW of this ADC was 200MHz in the 6-bit mode and 

800MHz in the 5-bit mode.

4.4. SUMMARY AND FUTURE WORK

In this chapter, a high-speed single-slope architecture was proposed. 

With a specific implementation of this architecture, we have shown it to be a feasible
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alternative to more traditional high-speed architectures. Furthermore, small area and 

input capacitance of a single-slope ADC make it a good choice for an interleaved 

front-end of high-speed link receivers.

However, in a practical high-speed single-slope ADC, the overhead 

associated with the comparator turned out to be more significant than originally 

thought. Apart from improving the comparator design, the overhead can be reduced by 

interleaving a larger number of slower ADCs. Therefore, it would be advantageous to 

use one ADC, offset to cover the entire input voltage range, rather than two half-

ADCs. It also becomes more important to minimize the digital power consumption to 

increase the optimal number of interleaved ADCs. Apart from improvements 

described above, future work includes building an interleaved ADC based on single-

slope converters to achieve very high aggregate conversion rates.



CHAPTER 5. CONCLUSIONS

The primary goal of this work was to choose and optimize or develop 

an ADC topology for a high-speed link receiver. Such an ADC is required to resolve 

about 4-5 bits while operating at baud rates of the links, which are currently moving 

towards tens of Gbps. While the most conventional high-speed ADC architecture, 

FLASH, have been shown to be very efficient for the target resolution, it presents 

major difficulties with scaling a conversion rate beyond a certain point (currently 

several GSps in 9045nm CMOS technologies). The difficulties are primarily due to 

limited gain-bandwidth product of the comparators and large input capacitance of the 

parallel comparator array that hinders interleaving.

Both pipeline and successive approximation ADCs, although generally 

much slower than FLASH, are more suitable for interleaving, allowing to achieve tens 

of GSps conversion rates. However, they tend to be more efficient for higher 

resolutions while being overly complex for 4-5 bits. Thus, modern high-speed links 

have the requirements that neither FLASH nor interleaved pipeline/SAR ADCs can 

meet in their optimal regime of operation.

These considerations have led us to the development of a high-speed 

single-slope ADC architecture specifically with high-speed link receiver as a target 

application. Like FLASH, this architecture works best at a relatively low resolution, 4-

6 bits. At the same time, single-slope ADC occupies a small die area, has a small input 

capacitance, and contains a built-in track-and-hold, facilitating interleaving for high 

aggregate conversion rates. Without any linearity correction, single-slope ADCs are 

linear enough for 4-6 bits of resolution. 

Leveraging the specificity of a high-speed link environment also solves 

some issues that single-slope ADCs do present. Although linear, single-slope ADC 
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does require offset and gain adjustments. However, in a high-speed link receiver, such 

adjustments can be carried out as part of a normal receiver adaptation based on signal 

statistics. A single-slope ADC also requires an accurate timing reference with a fine 

step size, much finer than the sampling period of an individual ADC. However, such 

timing reference must already be present in a link receiver with multiple single-slope 

ADCs interleaved for baud-rate conversions.

Our results indicate that a single-slope ADC, as an architecture tailored 

specifically for high-speed links, is capable of performance superior to that of more 

conventional ADC techniques applied to the same problem. This is an example of how 

novel circuit topologies, developed from scratch to leverage the specificity of a target 

application, can be well worth the risk and additional development time.
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